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Abstract

This paper combines barcode-level country-of-origin data with US retail scanner data to study price and

substitution outcomes associated with the US-China trade war of 2018-2019. I find that in the first

four months following these tariff changes, price pass-through was nearly 100% which is in line with

previous research. However after eight months I find that price pass-through decreased precipitously to

only 23% while the year-over-year change in market share of Chinese goods was between -30% and -50%,

suggesting that the incidence of these policies shifted away from US consumers and towards Chinese

producers. I provide novel evidence that this substitution was uneven across quality tiers of imported

Chinese varieties and I discuss the upward bias this finding may imply for estimates of tariff pass-

through using aggregated customs data. Lastly, I find that American producers gained very little from

substitution away from Chinese imports while Southeast Asian countries (specifically Thailand) were the

main beneficiaries and exhibited a marked increase in market share within the US following these tariff

changes. Substitution across origin countries generally took place along the intensive margin, with very

little observed within-firm production relocation.

This paper forms a chapter of my thesis, and I am indebted to my supervisor - Daniel Trefler - and committee
members Victor Aguirregabiria and Peter Morrow for their support and guidance on this project. I thank Sebastian
Stumpner for generously providing data and the Rotman China Initiative for financial support. The analysis in
this paper is my own, calculated based in part on data from Nielsen Consumer LLC and marketing databases
provided through the NielsenIQ Datasets at the Kilts Center for Marketing Data Center at the University of
Chicago Booth School of Business. The conclusions drawn from the NielsenIQ data are my own and do not
reflect the views of Nielsen. Nielsen is not responsible for, had no role in, and was not involved in analyzing and
preparing the results reported herein. All remaining errors are my own.



1 Introduction

Who paid for Trump’s tariffs on China? This question is not only fundamental to understanding

the consequences of an historic and unprecedented episode in US trade policy - an episode which,

it should be noted, is still ongoing - but the policies carried out during this episode also provide

a unique opportunity to study the outcomes of tariff changes more generally. Previous research

studying these policies have consistently reached a similar conclusion: American consumers

ended up bearing almost the entirety of the costs associated with this trade war as Chinese

exporters passed through the tariff-associated cost increase to American consumers at rates of

close to 100%1. However almost all current research estimating outcomes associated with the

US-China trade war either rely on highly aggregated customs data or on retail-level price data2,

neither of which are able to provide detailed product-specific price and substitution outcomes

associated with the US-China trade war of 2018 - 2019.

This paper combines barcode country-of-origin data with weekly barcode-specific sales and

price data across ∼35,000 US stores in order to study the price and substitution outcomes of

US tariffs on Chinese imports at the most disaggregated level possible. In doing so, this paper

is able to provide a novel level of nuance to the results found elsewhere and suggest potential

resolutions to some of the remaining empirical puzzles outlined in previous research. To this

end, this paper highlights three key findings surrounding the US-China trade war that form the

core of the analysis in this paper.

The first result speaks to a key empirical puzzle that has been found throughout the literature

studying this episode. This puzzle pertains to the consistent finding that the tariffs implemented

by the US on Chinese imports exhibited both a high level of price pass-through to US consumers

and a significant and negative effect on the market share of these tariff-targeted goods. This

finding is puzzling if one assumes that supply curves are generally upward-sloping which would

imply in turn that substitution away from Chinese producers should push these producers down

their supply curve and decrease ex-tariff prices. Instead, almost all relevant research so far

has found both high levels of price pass-through and high substitution occurring concurrently.

By providing barcode-specific price and quantity data, this paper provides evidence for an

understudied mechanism which may be at the core of this paradox: quality and selection. This

1This is generally estimated as the absence of a decrease in ex-tariff prices, as one would expect if a tariff
required exporters to move down their supply curve (Amiti et al. [2019]; Fajgelbaum et al. [2020]; and Amiti et al.
[2020]).

2As in Flaaen et al. [2020] and Cavallo et al. [2021].
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paper illustrates that low-quality (low per-unit price) Chinese varieties had a remarkably more

elastic response to the change in tariff rates than did high-quality Chinese varieties, which in turn

lead to a mechanical increase in the observed ex-tariff price one would calculate using aggregated

customs data. I estimate that Chinese varieties in the bottom half of quality saw year-over-year

decreases in their market share within the US of almost 65% following the implemented tariffs,

whereas Chinese varieties in the top half of quality saw little change in market share over the

same period. I find that the majority of medium-rum pass-through can in fact be attributable

to compositional changes within the basket of varieties imported from China, rather than elastic

supply per se.

Second, this paper is able to provide week-specific estimates of both price pass-through

and substitution outcomes and is therefore able to provide a more nuanced analysis of the

evolution of incidence associated with these tariff changes. Specifically, this paper finds that price

pass-through was initially 100% for the first four months following the initial tariff change and

that there was little substitution away from Chinese goods in this period. In the medium-run,

however, this rate of pass-through decreased substantially to around 23% while the aggregate

year-over-year change in market share for Chinese varieties dropped precipitously by 30%-50%.

These findings suggest that current analyses of these tariff changes may have captured only the

short-run response, and therefore concluded that it was US consumers who bore the brunt of the

costs associated with the Trump administration’s trade war. The results shown here suggest that

at least for the subset of goods studied in this paper, this narrative - which has been popularized

in the media - may require some caveats. In the medium-run, I find that the incidence of these

tariffs shifted dramatically away from US consumers and instead towards Chinese exporters.

Lastly, by studying price and quantity data at a granular barcode level, this paper is able

to study which countries, and which firms, gained and lost from these tariff changes. I find that

at the country level, these tariffs did little to generate substitution towards American goods.

Instead, I find that countries in Southeast Asia were generally the recipients of positive changes

in their market share within US stores, with Thailand in particular standing out as a beneficiary.

In the months following the tariffs placed on the goods studied in this paper, the market share

of varieties produced in Thailand nearly tripled.

By linking barcodes to over-arching brands I study whether or not individual firms were

able to navigate this change in policy and shift production away from China and towards non-

targeted countries. I find that in fact the opposite pattern holds: firms initially producing
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in China saw their aggregate - including production outside of China - market shares decline

sharply following the tariff changes with very little within-firm relocation. For the countries

that benefitted – such as Thailand, the Philippines, and Indonesia – I find little evidence of

entry by new firms in response to the tariff change, but rather an intensive margin increase

in market share of varieties already exported from these countries. These results suggest that

for the product categories studied here, the short-to-medium-run firm responses exhibit strong

rigidity in terms of relocation decisions, suggesting that firm-location pairs are sticky over the

time horizon studied in this paper. This is perhaps not surprising given the short timelines

available in the data, but this result is interesting nonetheless in that it suggests that firms

exposed to production in China were also tied to the fate of China’s aggregate market share in

the US.

The key contribution of this paper is data. This paper introduces a novel dataset linking

weekly barcode-level scanner data at US stores to barcode-specific country-of-origin data for over

60,000 individual barcodes. These data allow for a study of the price and substitution response

to the US-China trade war for 18 narrowly defined consumer packaged good categories within

the USA3. These categories were all included in the Tariff List 3 provided by the US government

and were therefore subject to two tariff increases during the trade war: an initial tariff increase of

10ppt on September 24, 2018 and an additional increase of 15ppt on May 9, 2019. In aggregate,

these policies constitute an increase in the applied tariff rate of these categories from 2.5% to

27.5% in less than a year and therefore provide a novel lens through which to study one of the

most dramatic trade policy changes of the post-WWII era.

While the product categories studied here of course only constitute a small share of the

aggregate consumption basket and a small share of the aggregate set of goods targeted by the

Trump administration during the US-China trade war, the goal of this paper is to instead guide

future research by providing a detailed analysis that simply is not feasible at more aggregate

levels of data. The key conclusions reached in this paper suggest two important takeaways that

are deserving of more attention. First, tariff pass-through is exceedingly difficult to quantify

when the composition of imported varieties shifts in response to a change in tariff rates. As

mentioned earlier, this paper provides novel evidence that Chinese varieties with high ex-tariff

unit values exhibited a much more inelastic response to tariff changes than varieties with low

ex-tariff unit values. I provide a simple model which illustrates how aggregate ex-tariff import

3These categories are all broadly classified as personal care and cosmetics product categories.
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prices might increase in the face of increasing tariffs, even when each individual variety exhibits

an upward-sloping supply curve and downward-sloping demand curves. I argue that this effect

may have played a large role in this particular context. Second, I provide evidence that while the

US did not necessarily gain, in terms of market share and production, from these tariff changes,

Chinese producers experienced substantial decrease in market share. The largest beneficiaries

were other Southeast Asian countries, suggesting that geography may play a role in the response

to tariff changes and that tariffs may in fact be useful as geopolitical tools. This is not to say

that tariffs are efficient as economic policy, but that a country as large as the US may in fact

have the ability to punish other countries for geopolitical purposes using trade policy, and that

more research is needed to understand the potential long-run pitfalls of such an approach to

foreign policy.

This paper consists of six sections. Section 2 provides a brief overview of the relevant

literature. Section 3 introduces the datasets used in this paper and provides details concerning

the policy setting of this paper. Section 4 provides an analysis of price pass-through associated

with the US-China trade war whereas Section 5 provides a study of the substitution outcomes.

Section 6 concludes.

2 Related Literature

This paper contributes to the growing literature studying the welfare consequences of tariffs

imposed by the Trump administration4. Five key papers stand out in their evaluation of these

policies. Fajgelbaum et al. [2020], Amiti et al. [2019], and Amiti et al. [2020] all study the

effects of these tariff changes on prices and quantities using customs data. All three papers

find significant price pass-through and argue that US consumers and firms ended up bearing

the vast majority of the incidence of both the US tariff changes on other countries, but also

the retaliatory tariffs that countries applied in response. At the same time, these papers find

that imports to the US from China declined in response to these tariffs. This is a notable result

given that standard theory would suggest either complete price pass-through or substantial

substitution away from targeted goods, but not both5. However there are potentially subtle

differences between pass-through occurring at the border versus in stores. Many final goods are

4For a summary of this growing literature, see Fajgelbaum and Khandelwal [2021]. For a summary of the
timeline of the US-China trade war, see Bown [2021].

5Fajgelbaum and Khandelwal [2021] review the literature relevant to this empirical puzzle and conclude that
more research is needed to pin down the mechanism driving this result.
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imported by wholesales or retailers, which allows for the possibility that tariff costs are borne

by intermediaries rather than consumers.

Flaaen et al. [2020] study the effect of these policies - and other protectionist policies by

the US government - on the retail prices of washing machines and dryers. They find price pass-

through of over 100% as dryers - a complement to washing machines - also increased in price

in response to tariffs that were placed exclusively on washing machines. However they also find

that China-specific antidumping duties levied in 2016 led to a price pass-through of only 21%

and significant relocation of production away from China and towards Vietnam and Thailand.

This paper finds similar results studying a completely different set of product categories. Cavallo

et al. [2021] study price pass-through for two large retail chains in the US and find no evidence

of price pass-through to US consumers associated with the US-China trade war, suggesting that

retailers have borne the brunt of these cost shocks. Both of these papers, however, lack detailed

quantity data. This is mainly due to the data sources used: both papers scrape price data off

of retailer websites, which allows for a detailed study of price effects but excludes the possibility

of studying the effect of these policies on market share.

While the papers just mentioned focus on the economic outcomes of these policies primarily

within the United States, a growing literature has begun studying the evolution of trade patterns

globally in response to these tariff changes and documenting trade diversion (Fajgelbaum et al.

[2021]; Cigna et al. [2022]) as well as the economic impacts of both US tariffs and retaliatory

Chinese tariffs on economic outcomes of the Chinese economy (Chang et al. [2020]; Chor and

Li [2021]). Lastly, a number of papers have studied the outcomes of the US-China trade war

from the perspective of political outcomes (Blanchard et al. [2019]; Fetzer and Schwarz [2021];

Brutger et al. [2021]) as well as from the perspective of geographic differences in consumption

costs to US households (Waugh [2019]).

3 Data

In order to study pass-through and substitution at the level of a barcode, this paper makes use

of two datasets. The first is the Nielsen retail scanner dataset which provides weekly price and

sales data at the barcode level across approximately 35,000 stores in the contiguous US. The

second dataset is novel and provides country-of-origin data at the barcode level for 18 distinct

and narrow personal care and cosmetics product categories.
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3.1 Nielsen Retail Scanner Data

The Nielsen retail scanner data provide weekly price and sales data at the barcode level across

35,000 stores in the US. For the purposes of this paper, I use the years 2016-2019 as my timeframe

since the trade war began in earnest in 2018 and scanner data is only currently available to the

end of 2019. Although the Nielsen data have been used before to study questions of international

trade, the usefulness of these data has been limited by the lack of origin country information

contained within a barcode6. Specifically, there is no straightforward method of allocating

a country of origin to each barcode, and thus researchers have been unable to fully leverage

the detailed nature of this dataset for understanding international trade phenomena, such as

the response to tariff changes. While it is true that the first five digits of a barcode provide

a parent company identifier, there are two concerns with simply linking this firm identifier

to a headquarter location. First, multinational American parent companies produce barcodes

all over the world so the aggregate import share would likely be underestimated in this case.

Second, imported barcodes are often switched at the border and the observed parent company

is therefore a wholesaler or transportation company, rather than the manufacturer. This paper

therefore introduces a novel dataset to link barcodes with a specific country-of-origin and I turn

to describing these data now.

3.2 Barcode Country of Origin

The difficulty in linking barcode-level purchase data (such as those provided by Nielsen) to a

country-of-origin has required trade economists to use strong assumptions or imputations to

map barcodes to an import origin. I circumvent this issue by purchasing barcode-level country-

of-origin directly from Label Insight, Inc., a firm that specializes in extracting and organizing

information found on the labelling of consumer packaged goods.

Label Insight uses an AI to read off of packages the ingredients, branding, and any other

text information that may be included for thousands of barcodes sold across the majority of

major retail chains in the US. Since imported goods in the US are required to show, on the

label, some statement equivalent to “Product of . . .”, the Label Insight AI incidentally recovers

a country of origin for each barcode they collect. Given that this process requires a label to be

present in the first place, Label Insight naturally can only cover a segment of total consumption,

6For prominent examples of researchers using the Nielsen data to study trade questions, see: Faber and Fally
[2017]; Bai and Stumpner [2019]; and Borusyak and Jaravel [2021].
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and their coverage is best for personal care products and packaged food. With this in mind,

I purchased the origin country, ingredients list, brand, and barcode description (which is read

off of the package) for approximately 65,000 personal care barcodes spanning 35 disaggregated

product groups.

Since barcodes are universal, it is straightforward to match these data to the Nielsen store

scanner data. I find that the aggregate match rate between Label Insight and Nielsen covers

approximately 85% of all sales by expenditure in the Nielsen data, thus providing a dataset

which is, to the best of my knowledge, the first to merge broad scanner data with granular

country-of-origin data for barcodes.

3.3 Final Dataset

My final dataset contains weekly aggregate price and sales data at the barcode level. Each

barcode i is assigned to a product category by Label Insight, Inc., and I use these categories

as my product categories k. I then remove all categories with an insufficient share of Chinese

varieties/sales to be useful for this analysis as well as any categories that were not included in

the Tariff List 3 released by the USA7. In general, I find that the vast majority of personal care

product categories were in fact included in this round of tariffs.

The final dataset then covers 16,163 barcodes across 18 narrow product categories and over

four years (2016-2019). These data constitute $12.3 billion USD of expenditure in aggregate with

an import share of consumption of 21.9% and a Chine expenditure share of 3.0%. These data

thus provide barcode-level data for $373 million USD of expenditure on Chinese imports across

2,781 unique Chinese-origin barcodes. Table A1 in Appendix A provides summary statistics at

the category level, and Table A2 provides summary statistics by origin country, of which there

are 45 in my final dataset.

Since the analysis in this paper will often be done at the week-level, it is important to clarify

some key dates before continuing with the analysis. The data span four years, which amounts

to 209 weeks. Each week is numbered from 1 to 209 starting with the week of January 1, 2016,

and ending with the week of December 31, 2019. The initial tariff increases by the Trump

administration took effect in late 2017 and early 2018. These policy changes eventually moved

from being narrow in scope but wide in application across countries to taking on an almost

7This tariff list is at the HS6 level so I merge the Nielsen product modules to HS6 classification using the
mapping from Bai and Stumpner [2019].
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exclusively China-specific focus across a wide range of intermediate and final consumer goods.

Since the data used in this paper constitute only final consumer goods, I will focus on the third

and fourth round of US tariff increases on China. The third round of tariffs was announced on

July 10, 2018 and implemented on September 24, 2018. These weeks are indexed in the analysis

to follow as t = 133 and t = 142, respectively. This round of tariffs increased the tariff rate on

the affected categories from 2.5% to 12.5%.

This round of tariffs was the first to be applied to a wide range of final consumer goods and

thus mitigates concerns of endogeneity due to anticipation of these tariff changes. Indeed the

categories targeted in rounds three and four of the trade war marked a remarkable departure

from the earlier tariffs which had been applied mainly to intermediate goods. While it is true

that the trade war had been in full swing for much of 2018, I account for this in the analysis to

follow by mainly considering the years 2016 and 2017 as my pre-period of reference.

The fourth round of tariffs were applied to the same set of consumer goods as the third round

and increased the associated tariff rate further from 12.5% to 27.5%. This additional increase

was scheduled to come into effect on January 1, 2019. However during the last weeks of 2018

negotiations convinced President Trump to postpone this increase indefinitely. As negotiations

then deteriorated during the early months of 2019 the US announced and implemented this

tariff increase with a matter of days. This final tariff increase took effect on May 10, 2019, and

remained in place for the rest of 2019. In the analysis to follow, this week will be indexed by

t = 173. The two policy changes of interest therefore represent the two tariff increases which

took place on September 24, 2018 (t = 143) and May 10, 2019 (t = 173).

4 Tariff Pass-Through at the Barcode Level

This section estimates the pass-through of tariffs associated with the US-China trade war to US

consumers. The first half of this section provides the main empirical specification used to study

this question while the second half provides a more detailed study of the role that quality and

selection might play in biasing estimates of price pass-through when using customs data. In

all equations to follow, a barcode i will be of product category k. All analyses will take place

at a weekly time period t, with weeks starting at t = 1 on January 1, 2016, and increasing

outwards to T = 209 on December 31, 2019. These data then represent a long unbalanced

panel, as individual varieties enter and exit throughout. In order to estimate pass-through
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associated with the two tariff changes relevant to this paper, I implement an event study at the

barcode-week level of observation.

My event study design is illustrated in Equation (1) and follows closely that of Flaaen et al.

[2020]. The dependent variable pit represents the average price of barcode i in week t across

all stores included in the Nielsen data. The vector of week-specific estimates λpt ∈ λp capture

time-specific deviations in the price of Chinese tariff-affected goods versus all other goods in

the dataset. In order to capture differences in category-specific cost and demand shocks over

time I include product-specific price trends captured by φkt. Lastly, I include time-invariant

product characteristics that may affect price such as the weight (wi), brand identifier, and a

fixed effect for whether or not a good was produced in China. In all cases I define ci to be the

country-of-origin for a given barcode i.

ln pit = λpt1[ci = China] + φkt + βwk wi + φk,brand + φk,China + εpit (1)

Figure 1 provides an event study of λp over the time period running from January 1, 2017, to

December 31, 2019. Three dates are indicated on the x-axis. These are, in order from earliest to

latest (left to right on the graph): the first announcement of the impending tariff rate increase

of 10ppt, the actual implementation of this tariff increase, and the increase in this tariff rate

by an additional 15ppt. Standard errors are clustered at the category-level and 95% confidence

intervals are provided for each point estimate as well as a polynomial trend line. Each estimate

is normalized to the relative price of Chinese varieties to non-Chinese varieties in the first week

of the period illustrated: the week of January 1st, 2017.

A number of features stand out in Figure 1. First, the estimates spanning the calendar year

2017 (t ∈ {52, 104}) are relatively stable and fluctuate tightly around zero. These estimates are

re-assuring in that they provide evidence for a lack of a pre-trend associated with the prices of

Chinese barcodes before tariffs were implemented. Second, it seems that the relative price of

Chinese goods began increasing as early as the Spring of 2018 even though tariffs for these specific

categories were only announced in July of 2018 and formally implemented in late September,

2018. There are a number of potential causes for this increase. Flaaen et al. [2020] show that in

response to increased tariffs, retailers increased the price of goods that were not directly affected

in order to smooth this cost shock. Given that the trade war began in earnest in early 2018 for

other product categories it may be that wholesalers or Chinese producers were already smoothing
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Figure 1: Event study of the relative price of Chinese tariff-affected varieties to unaffected
varieties from January 1, 2017, to December 31, 2019

Figure 1 provides the estimates of λp from Equation 1. The horizontal axis counts the number of weeks
out from January 1, 2016, and starts with t = 52 on January 1, 2017. These estimates run until the end
of the sample in t = 209 (December 31, 2019). Standard errors are clustered at the category level and
95% confidence intervals are included. All estimates are normalized to a value of zero for t = 52: the first
observation in this figure.

this cost shock across all exported goods even in the absence of tariffs targeted specifically at

the categories in this paper.

It is also possible that retailers and exporters were aware of the pending tariffs and adjusted

prices in anticipation of this policy change. This seems unlikely for a few reasons. First, the

tariff changes relevant to this study were the first to be broadly applied to a wide range of

final consumer goods. Up to this point, tariffs implemented by the USA had either targeted

intermediate goods or specific household appliances (such as washing machines). Second, the

implementation of these tariffs was highly erratic. The second round of tariffs illustrated in

Figure 1 were scheduled to take effect on January 1, 2019. This increase was abruptly cancelled

in late December, but swiftly re-implemented when negotiations fell apart in the Spring of

2019. Fajgelbaum et al. [2020] in fact show that there was “front running” of Chinese imports

in anticipation of an increase in tariff rates on January 1, 2019, even though this tariff hike

ultimately did not occur until five months later. It therefore seems unlikely that retailers had

any ability to foresee these erratic policy changes and accurately anticipate the timing of tariff
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rate changes.

Lastly, and I discuss this point in greater detail in Section 4, the Chinese Yuan sharply

appreciated in value relative to the USD during the early months of 2018, as shown in Figure A1

in Appendix A. This appreciation was of a magnitude of approximately 5% and followed a more

general trend of appreciation beginning at the start of 2017. While exchange rate fluctuations

may explain the relative increase in price of Chinese imports in the weeks leading up to the

first policy change, the Yuan depreciated dramatically once these policies were implemented

and therefore seems an unlikely candidate for the driving mechanism behind the post-tariff

differences in relative prices. Regardless of the source of this pre-tariff price increase, I use only

the estimates from the 2017 calendar year as the pre-period in all calculations to follow in order

to ensure that the results are not contaminated by potential trade war effects such as exchange

rate movements or cost-smoothing by Chinese exporters.

I find that the first tariff increase of 10ppt is associated with a significant short-run increase

in the relative price of Chinese varieties compared to non-Chinese varieties. This price increase

averaged around 10% for approximately sixteen weeks, which suggests a short-run price pass-

through of almost 100%. While the relative price of Chinese varieties then sharply decreases,

this may be simply seasonal: notice that the relative price of Chinese varieties decreases relative

to all other varieties in weeks associated with the holiday season8. Lastly, there is some evidence

of a longer-term upward shift in the price of affected varieties. This increase is not as substantial

as the 25ppt increase one might expect in a world with complete pass-through but there is clear

evidence of non-zero pass-through nonetheless.

The robustness of these results depends critically on the assumption that the non-targeted

goods - those produced outside of China - do not experience substantial increases in price due

to changes in the US-China tariff rates. Indeed one might expect that all prices should be

contaminated by tariff changes given that competing goods could use this cost-shock to Chinese

goods as an opportunity to raise prices with little harm to their market share. If this is the case,

then the results shown here would underestimate pass-through associated with this tariff change

as the control group of goods would also be “treated” and experience an increase in prices. I

check for this explicitly by comparing the price series of unaffected goods across two sets of

categories: those with a high initial market share of Chinese goods and those with a lower initial

8Each holiday season can roughly be attributed to time periods surrounding each multiple of 52: t = 52,
t = 104, t = 156, and t = 208 all designate the last week of the calendar year.
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Table 1: Estimates of Tariff Pass-through

(1) (2) (3) (4) (5)

First Policy Change Second Policy Change Aggregate

Cumulative Months Included in Estimation

1 4 1 4 7

∆λp 0.109 0.100 0.050 0.044 0.0565

(0.023) (0.023) (0.023) (0.023) (0.023)

Tariff Increase (ppt) 10 10 25 25 25

Pass-through 109% 100% 20% 18% 23%

Table 1 provides estimates of price pas-through associated with the two tariff policy changes
in 2018 and 2019. Columns (1) and (2) provide estimates for the first tariff increase, and
Columns (2) and (4) provides estimates for the second tariff increase. Estimates are simply

the average estimate of λ̂pt in the post-policy period minus the average estimate of λ̂pt in
the year 2017. Standard errors are clustered at the category-level and provided as point
estimate standard errors associated with λ̂pt . Columns (1) and (3) estimate the cumulative
price differentials during the first month of each policy change, and Columns (2) and (4)
provide the same but for a time horizon of four months. Column (5) provides aggregate
estimates for the entire sample after the second policy change: May, 2019 - December, 2019.

market share of Chinese goods. If pass-through to the control set of goods were a concern, we

would expect the set of categories with a greater initial share of Chinese varieties to experience

a sustained relative increase in price following these tariff changes. As illustrated in Figure A2,

there is little evidence of this occurring over any meaningful period of time. This lack of pass-

through to unaffected goods may simply be a product of the fact that the categories studied

here tend to exhibit initial market shares of Chinese goods that are around 5% on average, thus

diminishing the ability for all other producers to exploit this tariff shock in their favour.

In order to provide quantifiable estimates of the pass-through associated with this policy, I

compare the average value of λpt across different time horizons with the average value of λpt for the

entire year of 2017, which I take to be my pre-period. I provide these differences-in-differences

estimates in Table 1 for varying time horizons after both tariff changes. Specifically, Columns

(1) and (3) provide the average estimate of price pass-through over the first month after each

policy change whereas Columns (2) and (4) provide the same estimates but for the first four

months following each policy change. Column (5) provides the average pass-through estimate

for all time periods following the second policy change until the end of the sample (that is, May

2019 - January, 2020).

I find that short-run pass-through associated with the first policy change was almost exactly
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100%. That is, Chinese exporters and, in turn, US retailers, passed on the cost of these tariffs

entirely to US consumers. In comparing these findings to the literature, it is important to

distinguish between prices paid at the border and prices paid by consumers. While Amiti et al.

[2019] and Fajgelbaum et al. [2020] both find almost complete price pass-through of tariffs at the

US border, the question as to whether or not such tariff changes were passed on to consumers

or absorbed by retailers remains open. Cavallo et al. [2021], for example, find little evidence

of any differential price pass-through to tariff-affected goods when using retail prices in the US

while the results shown in Table 1 suggest that, at least initially, retailers passed through the

vast majority of these tariff changes to US consumers.

Most studies of this policy episode have been forced to study the short-run outcomes given

that these events were still occurring as late as 2019. What is particularly striking about the

results shown in Figure 1 is the lack of pass-through associated with the additional tariff increase

from 10ppt to 25ppt that occurred in May of 2019. In fact, I find that across the seven months

in my dataset spanning May 2019 to the end of December 2019, the average price pass-through

was only 23%. The results shown here suggest significant differences in pass-through both in

terms of short- and medium-term responses as well as with respect to the absolute change in

the magnitude of tariff rates. While much of the literature and popular narrative around the

US-China trade war has focused on the finding of 100% price pass-through to US consumers, it

is worth noting that this may have simply been a short-term response to what was a somewhat

erratic policy environment. Interestingly, Flaaen et al. [2020] estimate pass-through of China-

specific anti-dumping duties to US consumers of around 21% after eight months of this policy

being in place. Their study is focused on washing machines, rather than personal care products,

but it is worth noting that their finding of little pass-through associated with China-specific

anti-dumping duties is often lost in the larger narrative of their story: when these duties were

applied to all import origins the price pass-through was in fact greater than 100%. These

findings suggest that country-specific tariffs may be less costly than aggregate import tariff

changes, which is unsurprising if one considers an Armington-style model of substitution.

When combined with findings from the rest of this literature, the results shown here sug-

gest two key puzzles associated with our understanding of the US-China trade war. First, the

persistent finding that pass-through was 100% when using customs data but at most 25% when

using retail-level data suggests that retailers may be more active in managing this cost shock

than anticipated. While the analysis in this paper is useful in parsing out short- versus medium-
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term patterns in price pass-through, this analysis cannot speak directly to the magnitude of

costs borne by retailers in response to this policy change, and I leave this discussion to future

research.

The second puzzle, as described in great detail in Fajgelbaum and Khandelwal [2021], is

the finding of both significant price pass-through and substantial decreases in the market share

of Chinese goods associated with these policies. Fajgelbaum et al. [2020] estimate a 37% de-

crease in the market share of tariff-affected Chinese goods sold in the US six months after tariff

changes took effect, and this paper finds similar estimates of year-over-year changes in Chinese

market share of between -25% and -50% (this result is discussed in Section 5. If one assumes

that supply-curves are upward-sloping, then one would expect pass-through and market share

changes to operate in the same direction: an ability to substitute away from Chinese producers

should push these producers down their supply curve and lower ex-tariff prices, all else being

equal. The detailed nature of the data used in this paper, however, allows for the study of a

potential mechanism that can rationalize high levels of estimated pass-through in concert with

substantial substitution: quality and compositional changes in the basket of goods exported

from China to the US.

Quality and Price Pass-through: The observation in customs data of both significant sub-

stitution away from tariff-targeted goods as well as high levels of price pass-through has been

established as an empirical puzzle surrounding the tariffs implemented by the US on imports

from other countries during the 2017 - 2019 period. While the price pass-through result has

received significant attention in suggesting that these tariffs were ill-advised and carried signif-

icant costs for US consumers, the amount of substitution away from tariff-targeted goods has

received much less attention9. This study finds that the complete pass-through of tariff changes

to US consumers may have been short-lived, however the empirical puzzle of constant ex-tariff

prices and decreasing quantities in customs data remains.

The barcode-level data in this paper allows for an analysis of an understudied mechanism

which may be driving this puzzle: quality and selection10. Consider a simple example in which

9Flaaen et al. [2020] also find significant substitution away from Chinese-produced washing machines in
response to China-specific anti-dumping duties. They find that the bulk of this substitution was within-firm and
towards production facilities in Vietnam and Thailand. However their headline result finds little substitution
away from imported washing machines when these duties were extended to all import origins, suggesting that
tariffs on individual countries may allow for greater substitution than tariffs on all imported goods.

10For a formal discussion of the connection between tariff pass-through and endogenous quality, see Ludema
and Yu [2016]. The selection effects of tariffs on prices are generally referred to as “Metzler Paradox” effects, as

14



China exports two varieties of a product category to the US: a high quality variety and a low

quality variety. Assume further that the high quality variety has, by definition, a greater per

unit price than the low quality variety. Since customs data are often aggregated to the country-

product-time level, the exact composition of the import basket is unobserved and so prices

simply reflect some sales-weighted average of the two varieties. The key finding in Fajgelbaum

et al. [2020] is that ex-tariff prices did not decrease in the months following these tariff changes,

and it is argued that this implies high price pass-through. However this may simply be due

to selection: if a tariff induced Chinese exporters to no longer export the low quality variety,

then observed post-tariff prices would mechanically increase as the share of high quality varieties

within the export basket would increase. This suggests that aggregate pass-through could be

measured as 100% when pass-through at the variety level is in fact much less than that.

To make this point more formally, consider the average ex-tariff price of all goods exported

from the US to China for a given product category as p̄. I follow standard assumptions that

supply curves are upward-sloping and therefore so long as demand is downward sloping an

increase in the tariff rate τ would imply that ∂p̄/∂τ ≤ 0. As is well-discussed in the tax

incidence literature, if ∂p̄/∂τ = 0 then pass-through is complete to the consumer in the face of a

changing tariff rate. Notice, however, that if the basket of varieties which constitute this bundle

of imports from China have varying elasticities of demand, then it may be that ∂p̄/∂τ > 0 even

though for any given variety within the bundle: ∂p̄/∂τ ≤ 0.

To see this, assume that there are two varieties of differing quality denoted by h and l, with

ph > pl denoting the respective per-unit prices of these goods. If the respective market shares

of these two variety types are sh and sl, then we can write the average price as p̄ = shph + slpl.

In this case both ∂ph/∂τ ≤ 0 and ∂pl/∂τ ≤ 0 can be true - as is predicted with upward-sloping

supply curves - and yet the average ex-tariff price may increase if the relative demand for h

is less elastic than demand for l. This can be shown by simply taking the derivative of the

expression for p̄ with respect to the tariff rate τ :

∂p̄

∂τ
= sh

∂(ph − pl)
∂τ

+ (ph − pl)
∂sh
∂τ

+
∂pl
∂τ

where the identity sh + sl = 1 has been applied. Of these three terms, only the last term can

be signed as necessarily negative, given the assumption of an upward-sloping supply curve and

first described in Metzler [1949].
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downward-sloping demand curve. The first term captures the extent to which the two varieties

may have supply curves of differing slopes: if ∂ph/∂τ < ∂pl/∂τ , then this term will be negative

and vice versa11. The second term captures the extent to which a tariff may shift demand to

the higher priced variety, and therefore increase the ex-tariff average price. If we assume for

expositional purposes that the supply curves of both varieties are similar enough to set the first

term to zero - and I show in the coming pages that this seems appropriate for this context

- then we can state that ∂p̄
∂τ > 0 if (ph − pl)∂sh∂τ > −∂pl

∂τ . That is, all goods may satisfy the

assumptions of upward-sloping supply curves and yet the aggregate observed ex-tariff price may

increase in response to a tariff. The key takeaway from this exercise is simply to note that a

finding of complete pass-through using aggregate customs data may be biased upward so long

as higher-priced varieties have systematically more inelastic demand than low-price varieties12.

Given that this study is the first to use barcode-level data with both prices and quantities

to study tariff pass-through in this setting, I leverage these data to provide a first look at

whether quality shifting may play a role in explaining the empirical puzzle of simultaneously

high pass-through and high substitution. Figure 2 provides identical estimates to the price series

estimated in Figure 1 except for two separate quality tiers of Chinese exports to the US. In order

to partition the set of barcodes exported by China to the US into a “high quality” and “low

quality” tier, I use the average price per unit weight for each barcode in the pre-tariff period

and allocate the upper half of all barcodes by price within each category to the “high quality”

tier.

What is striking about Figure 2 is the extent to which the price series for both low- and high-

quality Chinese goods mirror each other during the introduction of both rounds of tariffs. As

discussed earlier, both types of goods exhibit significant short-run price pass-through in response

to the first tariff change with almost no pass-through associated with the second tariff increase.

In this case what is particularly interesting is that the price pass-through seems to almost be

negative for both types of Chinese exports. This is in contrast to the earlier results which found

price pass-through of around 23% associated with the second round of tariffs. Figures 3 and 4

provide some rationale for this finding. These figures plot the average year-over-year change in

11Recall that both derivatives in this expression are assumed to be negative. Therefore ∂ph/∂τ < ∂pl/∂τ
implies that the high quality variety will face a greater price decrease in response to a tariff than the low quality
variety, which would serve to decrease the average ex-tariff price. Ultimately this term will be driven by both
demand and supply elasticities and is therefore difficult to sign. In Figure 2 I provide evidence that in the context
studied here, ∂ph/∂τ ≈ ∂pl/∂τ .

12This mechanism is discussed explicitly by Goldberg [1995] in the context of automobile imports.
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Figure 2: Price trend for Chinese goods decomposed into top and bottom half of quality

Figure 2 provides identical estimates from Figure 1 of deviations from average category price exhibited
by tariff-affected Chinese goods. In this case, these price trends are separated into two separate quality
categories within Chinese exports: high quality (blue) and low quality (purple).

market share of Chinese goods both in aggregate and for the two separate quality tiers defined

earlier.

While a full discussion on the substitution effects of these policies is reserved for the next

section of this paper, it is necessary to briefly discuss the evolution of Chinese good market share

at US stores during this policy episode in order to make sense of the role that compositional

changes might play in shaping observed price pass-through. I find that Chinese market share

was steadily expanding over the 2016 - 2017 period before stagnating and beginning to fall from

the very start of 2018. Chinese market share than holds steady through 2018 and the start

of 2019 before declining rapidly after the escalation in tariff rates from 12.5% to 27.5%. From

the perspective of understanding price pass-through and composition, it is important to study

the extent to which disproportionate substitution away from low- or high-quality goods might

bias estimates of pass-through. The bottom panel of Figure 4 explores this question directly by

providing the same analysis as for the aggregate market share of Chinese goods, but in this case

decomposed by low- and high-quality Chinese goods within each category.

Figure 4 provides a striking illustration as to how high- and low-quality goods were differ-

entially affected by the tariffs implemented by the US on Chinese imports. The trade war in
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Figures 3 & 4: Year-over-year change in China market share in the aggregate (top) and year-
over-year change in market share disaggregated by low and high quality (bottom)

Figure 3 provides estimates of year-over-year changes in the market share of Chinese goods sold within
the US.

Figure 4 provides estimates of year-over-year changes in the market share of Chinese goods sold within
the US. These market shares are disaggregated into different quality tiers: high-quality (blue) and low
quality (purple).

general began at the start of 2018 (this is around t = 104 in Figure 4) and while the goods

studied here were not yet targeted, there already appears to be a reversal in the rapid growth of
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market share experienced by both high- and low-quality Chinese varieties over the 2017 calendar

year. This reversal seems to have a greater effect on the low-quality Chinese varieties which may

provide an additional mechanism for the pre-tariff average price increases estimated in Figure 1.

There is also evidence that retailers may have strategically shifted orders of low-and high-quality

Chinese varieties in order to ensure that high-quality varieties were imported and sold before the

tariffs were implemented. Consider the spike in market share of high-quality Chinese imports

prior to the first tariff increase and the similar increase in low-quality Chinese import market

share following this tariff change: these patterns are understandable given that absolute tariff

costs are larger for high-quality goods.

Most importantly, however, is the dramatic decrease in market share of low-quality Chi-

nese imports following the final tariff increase compared to the relatively stable year-over-year

change in market share of high-quality Chinese goods. When combined with the estimates of

price pass-through for both low- and high-quality varieties, it seems that the medium-run price

pass-through estimated earlier of 23% is almost entirely driven by compositional changes in the

set of goods being purchased. The estimates in Figure 3 illustrate a decrease in market share

for low-quality Chinese varieties of almost 65%, while high-quality varieties were generally un-

affected. These compositional changes are important in that, as mentioned, customs data is

often aggregated to the country-product level which could in turn lead to biased estimates of

price pass-through. Indeed the results provided in this section suggest that of the three terms

needed to calculate the change in average ex-tariff prices explored earlier, the first term can be

approximated as zero while the second term is positive. These findings suggest that caution

is needed when calculating pass-through from aggregate customs data, as the conditions under

which such estimates may be biased due to quality and composition are in fact quite mild: so

long as high quality imports have relatively inelastic demand when compared to low quality

varieties, estimates of passthrough at the border using aggregate data will be biased upward.

Taken together, the results presented in this section suggest that while initial price pass-

through associated with the US-China trade war was complete, medium-term pass-through was

both much more muted than in the short run and was driven primarily by selection and the

composition of varieties being imported. One of the advantages in using barcode-level data to

study this episode is that these data consist of both price and quantity data and I leverage this

fact to provide a detailed study of substitution, including the magnitude, timing, and observed

“winners” and “losers”. I turn to this study now.
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5 Substitution Outcomes of the US-China Trade War

The previous section discussed price pass-through associated with the US-China trade war of

2018 and provided two key findings to the current literature. First, the high levels of pass-

through found in other research may have simply represented a short-run response to these

policies, as this paper finds that these high rates of pass-through quickly deteriorated in the

6-8 months following these tariff changes. Second, I find that pass-through as measured at the

border may be biased due to compositional changes in the set of goods being purchased. I show

that high quality Chinese imports were less affected than low quality Chinese imports in terms

of their relative loss of market share as a result of these policy changes, and that this could lead

to increases in the average post-tariff price of imported goods without necessarily indicating

high levels of tariff pass-through.

This section now shifts towards looking exclusively at the substitution outcomes of these

tariff policies. The three subsections to follow will study the negative effects of these policies

on Chinese market share within US stores, the extent to which the US and other countries may

have gained market share as a result of these policies, and lastly a study of how individual firms

may have been negatively or positively affected based on their exposure to changes in US-China

tariff rates. I move to discussing the effects of this policy on Chinese market share now.

5.1 Chinese Market Characteristics at the Product Level

In this section I aggregate the dataset used in this paper to the level of a category-week (kt).

I denote all market characteristics of interest as x and implement Equation (2) as the main

empirical framework to estimate time trends associated with each market characteristic. The

market characteristics studied in this section include: the quantity market share of Chinese

varieties sckt, the expenditure share of Chinese varieties vckt, the variety count share of Chinese

varieties nckt, and the share of store-barcode combinations nsckt
13. The vector of coefficients βxt

∈ βx simply represent the week-specific trends associated with each characteristic x.

lnxkt = φxk + βxt + µxit (2)

13That is, for any given week I calculate the total number of unique store-barcode combinations found in the
data for both Chinese varieties and all varieties. I then simply take the ratio of the two. This captures the extent
to which individual stores might change their stocking decisions in response to a policy change.
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As mentioned in the previous section, the exchange rate movements that took place around these

policy changes confound the estimates of market characteristic changes outlined in Equation (2).

In order to account for these exchange rate changes, I use Equation (3) to estimate a relationship

between each market characteristics and the exchange rate (measured as Chinese Yuan over

USD). To avoid conflating the effects of the trade war on the exchange rate, I estimate this

relationship using only the first two years (2016 and 2017) in the data and then extrapolate this

relationship forward in order to predict how these market characteristics would have evolved in

the absence of tariff policy changes but allowing for changes in the exchange rate.

lnxkt = φx,exk + βxEX lnEXt + δxit ∀ t ∈ [1, 104] (3)

I then calculate an exchange-rate-adjusted measure of each market characteristic β̃xt = β̂xt −

β̂xEX lnEXt. These adjusted measures can be thought of as the difference between observed

market characteristics and that which we might expect, given exchange rate changes. For any

market characteristic x and post-policy time period t, I calculate the year-over-year change in

the exchange-rate adjusted measure of this market characteristic as:

∆yβ̃
x
t = β̃xt − β̃xt−52 ∀ t ≥ 53 (4)

The estimates of ∆yβ̃
x
t then represent the year-over-year change in the exchange-rate-adjusted

estimates of aggregate quantity market share, expenditure share, variety share, and store-

barcode share for all tariff-affected Chinese goods observed in the data. Figure 5 provides

these estimates of ∆yβ̃
x
t for each market characteristic for all weeks after the final tariff change.

This tariff increase occurred on May 10, 2019, and increased the applied tariff rate on the cate-

gories studied in this paper from 12.5% to 27.5%. These data then provide an overview of the

first seven months of Chinese market share evolution after the final salvo of the US-China trade

war.

Standard errors are provided and although they are large, this is due mainly to aggregation:

after aggregating the dataset to the week-category level, there are only 18 observations per

week. Still, in each case there is evidence of a significant downward trend in the year-over-year

exchange-rate-adjusted change in market share of Chinese varieties14.

14The estimates of βx
EX for market share, expenditure share, variety share, and store-variety share are, respec-

tively: 4.11, 4.15, 0.98, and 3.75. All are significantly greater than zero at a confidence interval of 99%. These
are consistent with the literature as they suggest a depreciation of the Yuan leads to increased consumption of
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Figure 5: Year-over-year change in market characteristics for Chinese exports to the US for all
weeks between May, 2019, and January, 2020

Figure 5 provides estimates of ∆yβ̃
x
t from Equation 4. The horizontal axis counts the number of weeks

out from May 10, 2019 and ending on December 31, 2019. Clockwise from top-left, these market charac-
teristics are: quantity market share of Chinese barcodes, expenditure share of Chinese barcodes, barcode
count share of Chinese goods, and the barcode-store count share of Chinese goods. All estimates are
adjusted for exchange-rate changes and calculated as year-over-year differences. 95% confidence intervals
are included, with standard errors clustered at the category-level.

The quantity and value market share trends, reassuringly, are quite similar. As discussed

in the previous section, there is a clear and marked decrease in the sales of Chinese varieties

after the final tariff was implemented. Specifically, the year-over-year change in market share

of Chinese varieties is around -20% immediately following the second wave of tariff changes.

These estimates reach a low of almost -50% in the final weeks of 2019 and do not show a sign

of plateauing. The fact that this paper finds lower rates of price pass-through combined with

significant decreases in the market share of Chinese goods marks a departure from the current

Chinese varieties. Interestingly, I find that around a quarter of the increase in sales due to a depreciation comes
from an increase in the number of Chinese varieties being sold: the extensive margin.

22



literature, and provide a challenge to the current narrative surrounding this policy episode.

While it may be that in the short run domestic US consumers bore the costs of these tariff

changes, in the medium run it seems that the incidence of these policies shifted heavily towards

Chinese producers who lost considerable market share over the same period.

The bottom two figures provide a study of the extensive margin response of retailers. The

bottom-left panel provides the aggregate variety count share of Chinese varieties. The aggregate

change in this case is not as stark as with the market share figures, although the trend is

still downwards. Instead, much of the retailer response seems to be from the store-barcode

combination margin. The year-over-year change in the share of store-barcode combinations

decreased in a manner strikingly similar to that of aggregate market share, suggesting that

the key margin of adjustment was at the store-specific stocking level rather than consumers

substituting away from Chinese varieties at the store.

As a means of comparison, it is useful to consider these market characteristics in the context

of a longer time trend and at a more aggregated level. As mentioned in Section 2, Label Insight,

Inc. provide data with a current snapshot of barcodes available for purchase. Because of natural

turnover in barcodes, this means one cannot reliably match the country-of-origin data with

store-level scanner data for years prior to 2016.

Nevertheless, Table 2 provides an overview of how these four market characteristics changed

over the four years for which I have reliable data. Specifically, Table 2 provides the year-over-year

percentage change for each variable x for the periods 2016 - 2017, 2018 - 2019, and 2019 - 2020.

In each case, I limit my sample to the months running from May to December, as these provide

the only post-policy time period in my sample for the year 2019. In each case, I have calculated

the year-over-year week-specific change in each exchange-rate adjusted metric and the results

shown in Table 2 provide the average change over all weeks, as well as the standard deviation.

As an example, the data point of +47% for ”China Market Share” during the period 2016 - 2017

illustrates that when comparing the same weeks between 2016 and 2017, the average change

in Chinese variety market share was +47% across all weeks. The standard deviation across all

weeks is 17%.

While the panel studied in this paper does not provide a long-enough pre-trend to study how

the expenditure share of Chinese goods was evolving pre-2016, Table 2 suggests that across all

four market characteristics the US-China trade war of 2018 - 2019 completely reversed the gains

made by Chinese exporters between 2016 and 2017. Year-over-year growth for the pre-policy
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Table 2: Year-Over-Year Changes in Market Characteristics

(1) (2) (3)

2016-2017 2017-2018 2018-2019

Average Percentage Change

China Market Share +47% -5% -32%

(17%) (18%) (14%)

China Expenditure Share +37% +3% -28%

(15%) (17%) (11%)

China Variety Share +14% +14% -3%

(4%) (3%) (5%)

China Store-Variety Share +44% +2% -32%

(16%) (16%) (17%)

Table 2 provides the average annual change in weekly market character-
istics for Chinese varieties. Each datapoint is a year-over-year change for
each week, and these estimates represent the average change across all
weeks. The standard deviation is in brackets.

period was 47% for the quantity market share of Chinese goods, but this trend decreased to -5%

between 2017-2018 and plummeted to -32% between 2018-2019. As mentioned, it seems that

the main mechanism driving this result is the extent to which store-barcode pairs disappeared

between 2018 and 2019, with the share of all store-barcode combinations accruing to Chinese

goods decreasing by 32% over the same period.

An apparent motivation of these policy changes - at least according to those who implemented

them - was to re-shore production to the United States. Given that the dataset used in this

paper contains goods from 45 countries, including the USA, I test whether the decreases in

Chinese market share observed in this section translated into gains for American producers. I

turn to this analysis now.

5.2 Substitution Outcomes at the Country Level

As a final exercise, I exploit the novelty of having barcode-level country-of-origin data to study

how the US-China trade war affected market share for all other countries in the data. To do this,

I aggregate my data to the country-category-quarter level and estimate a version of Equation

(2) for each country in the sample15. In order to account for pre-trends before the introduction

of this policy, I first estimate a linear trend for each country over the years 2016 - 2017. This

15In order to account for zeros, I calculate the market share for any country c in product category k and quarter
t as: (1 +Qkct)/(1 +Qkt).
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captures the extent to which country-specific market shares may have been changing for reasons

other than this policy, such as technological change, changes in trade costs, or exchange rate

depreciation16. I then estimate a linear time trend for the country-specific fixed effects in all

quarters after the first tariff increase on September 24, 2018, and take the difference between the

two trends as my measure of how country-specific market shares were altered by the US-China

trade war.

As expected, the change in trend for China is negative (-0.13). That is, quarterly market

share growth for Chinese varieties decreased by 13% between the period 2016-2017 and dur-

ing/after the US-China trade war. There are a handful of countries, however, which experienced

a significant increase in their market share trends around the introduction of these tariff changes.

The largest positive change is for Thailand, exhibited a change in trend of +0.86. To place these

numbers in perspective, this change in trend of 0.86 is four times larger than the country with

the second-largest change in market share trends, suggesting that Thailand clearly gained the

most from this policy. Interestingly, the change in the US trend is almost exactly zero, suggest-

ing that US firms did not necessarily gain from these tariffs. However given the large market

share associated with the US pre-policy varieties, it might be difficult to truly tease out any

increase due to a change in sales for Chinese varieties, and future work will focus explicitly on

different market segments within US goods to try and uncover unequal outcomes across, for

example, quality tiers.

There are a number of potential explanations for why other countries might see increased

market share in response to this policy. The first, and most obvious, is pure substitution:

retailers change their stocking decisions to offer goods from countries that were not affected by

this policy in order to decrease costs. However there are other, more subtle, possibilities as well.

One possibility is that producers simply shifted production to pre-existing facilities in countries

other than China, as discussed in Flaaen et al. [2020]. Lastly, it is possible that Chinese exporters

found ways around these tariffs by simply exporting finished products to other countries and

relabeling these exports as being from a secondary non-tariff-affected country.

In order to provide a first pass attempt at parsing out these different mechanisms, I run a

simple regression of the change in trend associated with each country’s market share around

the policy change (∆Trendc) on three relevant country characteristics: GDP per capita (Yc),

16Given that the quarter-country fixed effects are estimated in logs, these trends are the average quarterly
percentage change in market share across all categories for each country.
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average shipping distance from China17 (Sc), and the pre-policy aggregate market share within

the categories studied here and within the US (Mc). I then estimate Equation (5) to study how

these three factors might explain each country’s market share response to the US-China trade

war.

∆Trendc = βY lnYc + βS lnSc + βM lnMc + µc (5)

The intuition for including these three terms as regressors if that they all capture different

possible mechanisms through which a country might gain or lose from this policy, in terms of

exports. If GDP per capita is a strong and negative predictor of the gains from this policy, then

it might be reasonable to assume that production has substituted to other low/medium-income

countries and that these countries are, in fact, the beneficiaries of this policy. If pre-policy market

share is a strong determinant of gains from this policy, then it may be that retailers simply

increased their shipments from all pre-existing relationships in order to account for substitution

away from Chinese importers. Lastly, if shipping distance to China is the key predictor, then

the story may be about shipping costs and potentially repackaging/re-exporting.

I estimate values for βY , βS , and βM , respectively (with standard errors in parentheses) as: -

0.01 (0.02), -0.18 (0.06), -0.00 (0.01). In words, shipping distance from China has a strong inverse

relationship with the gains from this policy accruing to other import countries. GDP per capita

and the pre-policy market share seem to have little effect. The lack of a pre-policy market share

effect is notable in that a model with random substitution on the part of retailers would lead

to an increase for each country in market share (other than China) that is proportional to their

pre-policy market share. The fact that distance from China is a key determinant of gains from

this policy suggests two key mechanisms potentially at play. The first is that producers could

readily shift production to proximal countries and simply meet their contract obligations with

US retailers by exporting from these countries. This seems difficult to square with the fact that

the characteristics of the benefitting countries are remarkably disparate: all of Thailand, Japan,

Australia, New Zealand, Philippines, and Indonesia saw their market share trends increase in

after the tariff changes studied in this paper. A second possibility is that US retailers implement

specific logistics operations in order to transport varieties from US ports to distribution centers.

It may be that the key constraint, from a retailer’s perspective, is that any substitution away

17These are retrieved from Bansar’s website: Bansar is a shipping and logistics company operating out of
China. This distance is measured as the average number of days Bansar predicts it would take to ship a container
from China to any destination country.
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Table 3: Change in Market Share Trend By Country Cluster

Cluster ∆Trendc Countries

1 0.07 Canada, Denmark, Finland, Ireland, Sweden,
Switzerland, United States

2 0.09 Belgium, France, Germany, Israel, Italy, Spain,
United Kingdom

3 0.08 India, Mexico, Morocco, Pakistan, South Africa,
Tunisia, Zambia

4 0.43 Indonesia, Philippines, Thailand

5 0.24 Australia, Japan, New Zealand, UAE

6 0.13 Brazil, Bulgaria, Chile, Czech Republic, Ghana,
Guatemala, Hungary, Jamaica, Nigeria, Poland,
Romania, Serbia, Togo, Turkey

7 - China

Table 3 provides cluster-specific estimates of the average country-level change in
market share trends around the implementation of the tariff increase associated
with the US-China trade war. Countries are clustered based on GDP per capita
and shipping distance to China.

from China must be to an origin country whose goods will still arrive at the same port in the US

in order to minimize disruptions to within-US distribution. Barring further analysis, however,

these remain conjectures.

Although the regression shown earlier places strong importance on shipping distance from

China, this linear model masks some of the underlying nuance associated with country-specific

responses to the US-China trade war. To provide a more flexible approach to estimating these

effects, I use the k-means clustering algorithm to cluster all countries based on their GDP per

capita and shipping distance to China. I choose six clusters and leave the seventh ”cluster” as

my reference category: China. I then simply run a fixed effect regression in order to recover the

mean change in ∆Trendc associated with each cluster. Table 3 provides these results, with each

estimate representing the mean value of ∆Trendc relative to China.

The results in Table 3 are telling: geography plays a key role in substitution away from

Chinese varieties. The two groups of countries with the most positive change in market share

growth after the US increased tariff rates on China are low-income countries with close proximity

to China (Thailand, Philippines, and Indonesia) as well as high-income countries with relatively

lower shipping times to China (Japan, Australia, New Zealand, and, UAE18).

18The United Arab Emirates plays an interesting role in this analysis. The change in market share associated
with UAE is highly positive around the time of the policy change. Similarly, the shipping times taken from
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This section has illustrated the fundamental role played by geography in analyzing which

countries gained from the US-China trade war. While the market share of American varieties

had very little response to these tariff changes, a number of East Asian and Oceanic countries

did see dramatic increases in their respective market shares, with Thailand being the country

with far-and-away the largest increase. One key feature of using barcode-level data to study

this tariff episode is that Nielsen links each barcode to an over-arching brand, which I will refer

to as firms for the purposes of this study. In the following section I provide evidence that firms

which were initially producing in China before the tariff change saw large decreases in market

share with very little within-firm substitution to non-targeted countries.

5.3 Substitution Outcomes at the Firm Level

The use of customs data to study quantity changes in imports from China has limited researchers

in their ability to analyze firm-specific outcomes associated with the tariffs implemented by the

US on Chinese imports. As an example, while it may be that aggregate Chinese exports to the

US decreased, it remains to be seen whether individual firms were able to relocate production

to other Southeast-Asian countries in response. The barcode-level data leveraged in this paper

allow for such a study as each barcode belongs to an over-arching brand, and it is therefore

possible to study how these brands were affected by the tariff changes.

As a first pass at answering this question, I first estimate the change over time in market

share of firms with non-zero sales of Chinese barcodes in the period prior to 2018. That is, the

aggregate market share within the United States for all barcodes sold by firms with at least one

unit sold in the pre-tariff period of a barcode produced in China. The goal of this exercise is to

study whether or not substitution away from Chinese goods took place within or across firms.

Figure 6 provides this analysis with each data point representing a week-specific estimate of the

year-over-year change in market share of all ”China exposed” firms. That is, all firms with some

production in China prior to 2018.

The results shown in Figure 6 are striking: firms initially producing in China saw their

aggregate market share decrease sharply after the first round of tariffs and again after the second

round of tariffs. These decreases come after almost two years of consistent aggregate growth in

Bansar estimate a remarkably short expected shipping time from China to UAE. This is mainly because of the
high frequency of ships transporting oil from UAE to China. These ships must return to refill their oil transport,
and thereby provide a quick projected shipping time from China to UAE. How this fits into the response of UAE
market share with respect to the US-China trade war is a matter for future study.
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Figure 6: Change in aggregate year-over-year market share for all firms producing in China
pre-tariff

Figure 6 provides the year-over-year change in aggregate market share of all firms associated with non-
zero Chinese exports to the US in the pre-period. The pre-period in this case is all weeks prior to the
start of 2018, which is when the aggregate US-China trade war began to materialize. Similar to previous
figures, the two lines denote the two tariff changes which came into effect for the product categories
studied in this paper.

market share which suggests that these firms were initially expanding before these policies took

effect. By the end of the sample covered in this dataset - the end of the 2019 calendar year -

the year-over-year change in market share of these firms was approaching -60%. These findings

suggest that substitution away from Chinese imports occurred mainly across firms rather than

within firms. This conclusion is further supported by the fact that before these policies took

effect the average share of units sold within these tariff-exposed firms produced in China was

40% and this continued after the policy change as well. This paper therefore provides some of

the first direct evidence that substitution did not occur as much within firms as across firms

based on their initial exposure to these policy changes.

In terms of the countries that gained from these policies, the results shown above suggest

that this substitution was not driven by firms exiting China and relocating to other countries.

Instead, I find that the increases in market share for the countries identified as having gained the

most from these policy changes - Thailand, Philippines, Indonesia, Japan, Australia, and New

Zealand - all saw marked increases in the market share of their exports but very little increase in
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the share of new varieties exported from these countries or in the share of new firms producing

goods in these countries. This result implies that the increase in aggregate market share at the

country level was driven by the severing of economic relationships with firms operating in China

and an increase, along the intensive margin, of exporting by firms which were already operating

in these benefitting countries.

Ultimately, all of the results presented here can be at most construed as being “medium-

run” in that they operate along a timeline of six to eight months after the final tariff increase.

Such timelines may simply be too short for large multinational firms to relocate production

and the results shown here may only be of relevance to understanding medium-run outcomes.

In their study of anti-dumping duties applied to washing machines, Flaaen et al. [2020] show

that firms were able to relocate production away from China to existing production facilities in

Southeast Asia. However the washing machine market is remarkably concentrated with large

firms producing similar products in a number of countries. Ultimately the substitution they see

is within firm but between pre-existing facilities, rather than firms entering into new countries to

create new facilities. The results here echo this finding to the extent that I find little evidence of

firm-specific investments in new production countries in non-targeted countries, but the results

shown here differ in that I find substitution across firms depending on their initial production

locations. The category- and sector-specific characteristics which drive either within-firm or

across-firm substitution in the face of country-specific tariffs is left for future research.

6 Conclusion

This paper provides the first barcode-level analysis of both the price and quantity response to the

USA-China trade war. By focusing on a narrow subset of products with highly detailed scanner

data, this paper is able to bridge the gap between studying this policy from the perspective of

customs data versus US retailer data. This paper finds that in the short run, tariffs imposed

by the US on China were passed through to US consumers at pass-through rates of almost

100%, implying that it was US consumers who bore the brunt of the short-term costs associated

with this policy. In the medium run, however, the incidence shifts away from US consumers

and towards Chinese producers, with the year-over-year change in market share for Chinese

goods decreasing by 32% between 2018 and 2019. I find that substitution away from Chinese

goods was highly uneven, with low quality Chinese goods exhibiting a far more elastic response
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than high quality Chinese goods, and I show that this result can introduce an upward bias to

estimates of price pass-through when using more aggregated customs data. Lastly, I find that

substitution away from Chinese varieties did not lead to a significant increase in the market

share of American varieties, rather it was countries with geographic proximity to China which

benefitted the most from these policies: Thailand especially saw their market share more than

double in the eight months following the final tariff increase.

The results shown here suggest that the long-run effect of these tariffs differs substantially

from the short-run response. Unfortunately, with the Covid-19 pandemic reaching global promi-

nence in March of 2020, this leaves less than a year of data between the last tariff increase by the

US on Chinese imports and the onset of the pandemic. This will make it difficult for researchers

to fully understand the long-run effects of these policies.

Naturally the data used in this paper are limiting in that they only cover a subset of product

categories. In ongoing work, I am expanding this dataset to cover a greater set of goods which

will allow for even more detail when studying the US-China trade war. Understanding how

retailers responded to these tariffs is of first order importance, given the disconnect between

high pass-through observed at the border and low, if any, pass-through, observed in retail prices

throughout the literature. Lastly, establishing week-by-week estimates of the incidence of these

policies on the different agents involved - US consumers, US producers, Chinese producers, and

retailers - would be of use to understanding how the outcomes to tariff policies evolve over time,

and with more structure the data provided in this paper could be useful to that end.

31



References

Mary Amiti, Stephen J Redding, and David E Weinstein. The impact of the 2018 tariffs on

prices and welfare. Journal of Economic Perspectives, 33(4):187–210, 2019.

Mary Amiti, Stephen J Redding, and David E Weinstein. Who’s paying for the us tariffs? a

longer-term perspective. In AEA Papers and Proceedings, volume 110, pages 541–46, 2020.

Liang Bai and Sebastian Stumpner. Estimating us consumer gains from chinese imports. Amer-

ican Economic Review: Insights, 1(2):209–24, 2019.

Emily J Blanchard, Chad P Bown, and Davin Chor. Did trump’s trade war impact the 2018

election? Technical report, National Bureau of Economic Research, 2019.

Kirill Borusyak and Xavier Jaravel. The distributional effects of trade: Theory and evidence

from the united states. Technical report, National Bureau of Economic Research, 2021.

Chad P Bown. The us–china trade war and phase one agreement. Journal of Policy Modeling,

43(4):805–843, 2021.

Ryan Brutger, Stehpen Chaudoin, and Max Kagan. Trade war or election interference? Draft

Paper Prepared for GSIPE, 2021.

Alberto Cavallo, Gita Gopinath, Brent Neiman, and Jenny Tang. Tariff pass-through at the

border and at the store: Evidence from us trade policy. American Economic Review: Insights,

3(1):19–34, 2021.

Pao-Li Chang, Kefang Yao, and Fan Zheng. The response of the chinese economy to the us-china

trade war: 2018-2019. 2020.

Davin Chor and Bingjing Li. Illuminating the effects of the us-china tariff war on china’s

economy. Technical report, National Bureau of Economic Research, 2021.

Simone Cigna, Philipp Meinen, Patrick Schulte, and Nils Steinhoff. The impact of us tariffs

against china on us imports: Evidence for trade diversion? Economic Inquiry, 60(1):162–173,

2022.

Benjamin Faber and Thibault Fally. Firm heterogeneity in consumption baskets: Evidence from

home and store scanner data. Technical report, National Bureau of Economic Research, 2017.

32



Pablo Fajgelbaum and Amit Khandelwal. The economic impacts of the us-china trade war.

2021.

Pablo Fajgelbaum, Pinelopi K Goldberg, Patrick J Kennedy, Amit Khandelwal, and Daria

Taglioni. The us-china trade war and global reallocations. Technical report, National Bureau

of Economic Research, 2021.

Pablo D Fajgelbaum, Pinelopi K Goldberg, Patrick J Kennedy, and Amit K Khandelwal. The

return to protectionism. The Quarterly Journal of Economics, 135(1):1–55, 2020.

Thiemo Fetzer and Carlo Schwarz. Tariffs and politics: Evidence from trump’s trade wars. The

Economic Journal, 131(636):1717–1741, 2021.
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Appendix A: Figures and Tables

Figure A1: Chinese Yuan to USD for the Period Jan. 1, 2016 - Dec. 31, 2019

Figure A1 provides the exchange rate of Chinese Yuan to USD from January 1, 2016, to December 31,
2019. An increase denotes a relative depreciation of the Chinese Yuan. The exchange rate is normalized
to a value of 100 for January 1, 2016 (t = 1). Back to Section 5.
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Table A1: Category-Level Summary Statistics

Category Units Expenditure Barcodes Import Share China Share

Millions Million USD # % Expenditure % Expenditure

Body Wash 544 2,560 1,943 9.23 0.4

Body Lotion 383 2,460 1,857 37.5 0.2

Face Cream 109 1,290 649 20.8 2.3

Face Cleaning 135 939 660 28.9 2.1

Foundations 90 891 1,614 12.5 9.4

Lip Balm 278 801 1,478 11.7 3.7

Hand Soap 296 759 809 1.4 0.1

Lipstick 83 432 1,827 22.1 15.7

Perfume 64 338 949 45.3 3.1

Oils 28 333 550 32.8 4.2

Masks 82 291 721 33.4 4.7

Sun Care 30 289 186 14.7 0.3

Bath Accessories 48 244 897 11.9 8.3

Skin Care 39 229 289 40.1 2.3

Lip Cosmetics 46 219 1,196 30.0 21.1

Makeup Remover 14 88 64 43.9 0.4

Cologne 3 73 394 32.0 1.3

Nail Cosmetics 10 39 80 67.2 37.4

Total 2,280 12,300 16,163 21.9 3.0

Table A1 provides summary statistics for the 18 product categories used in this study, as well as the
aggregate totals. Note that these data are aggregates over four calendar years: 2016 - 2019. Back to
Section 3.

35



Table A2: Origin Country Summary Statistics

Country Expenditure Barcodes Import Share

Million USD % # % %

USA 9,590 78.1 11,104 68.7 -

Canada 1,170 9.5 437 2.7 43.4

Mexico 652 5.3 239 1.5 24.3

China 373 3.0 2,781 17.2 13.9

France 128 1.0 265 1.6 4.7

United Kingdom 108 0.9 226 1.4 4.0

Taiwan 66 0.5 266 1.6 2.5

Germany 54 0.4 252 1.6 2.0

Spain 35 0.3 67 0.4 1.3

South Africa 25 0.2 6 0.0 0.9

Poland 19 0.2 46 0.3 0.7

Thailand 17 0.1 26 0.2 0.6

Italy 16 0.1 156 1.0 0.6

Switzerland 6 0.0 36 0.2 0.2

Australia 4 0.0 10 0.1 0.1

Table A2 provides summary statistics for the top 15 origin countries found in the
data by expenditure. There are 45 origin countries in total. Not shown here, by
descending expenditure shares: Finland, Morocco, Guatemala, India, Hungary,
Serbia, Brazil, Chile, Japan, Israel, Romania, Czech Republic, New Zealand, Bel-
gium, Philippines, Turkey, Sweden, Jamaica, Ghana, UAE, Bulgaria, Pakistan,
Ireland, Togo, Denmark, Nigeria, Indonesia, Zambia, Iceland, and Tunisia. For
some sense of the range in expenditure, Finnish varieties have a total of 3.0 mil-
lion USD in expenditure across 2016-2019, whereas Tunisian varieties have $95 of
expenditure. Back to Section 3.
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Figure A2: Non-Chinese good price series comparison of high-China market share categories
and low-China market share categories

Figure A2 provides estimates of changes in prices over time for all non-Chinese varieties in the dataset.
The two lines represent two different sets of product categories, and compare those categories with the
highest pre-tariff China market share to categories in the bottom half of pre-tariff China market share.
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